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Abstract— We present a new practical approach to defending Internet
services against TCP SYN DoS attacks. Our approach is based on the de-
ployment of a network of responding hosts at the connection points between
edge networks and the core of the Internet. Each responding host “pro-
tects” some range of IP addresses and generates RST packets when it de-
tects that an unreachable IP address it is protecting is being used as the
spoofed source address for a TCP connection request. These RST packets
allow the victim of a SYN DoS attack to quickly drop spoofed connection
requests (instead of waiting for the standard timeout of 75 seconds). We
support incremental deployment of the responders by showing how a ser-
vice can efficiently filter and serve connection requests from sources pro-
tected by responders. We postulate that ISPs will be motivated to deploy
SARs as these systems defend their clients against disruption of service by
SYN DoS attacks.

Our approach fully preserves the semantics of TCP 3-way handshake
and does not require any changes to Internet routers. Further, our ap-
proach is complementary to previous approaches such as random dropping
and can be used in combination with these approaches for increased protec-
tion against SYN DoS attacks. We assess the effectiveness of our approach
using simulation. Our results show that a SAR defense can increase the
resources required to perpetrate a SYN DoS attack significantly. For exam-
ple, when the roundtrip time between a SAR system and the victim is 100ms
(or less), the SAR defense can allow the victim to tolerate attack rates of up
to 20,000 SYNs/second.

Keywords— Denial-of-Service (DoS) Attack, TCP SYN Flooding, TCP
SYN/ACK Responder, Adaptive Filtering

I. INTRODUCTION

We describe an incrementally deployable mechanism to de-
fend against SYN Denial-of-Service (DoS) attacks, which are
serious threats to the availability of Internet services. There are
two common types of DoS attacks: (a) the bandwidth attack de-
signed to consume all available resources on the target’s Internet
connections, and (b) the SYN flooding attack, where TCP SYN
packets with falsified unreachable source addresses are continu-
ously sent to the target so that all slots for accepting TCP con-
nection requests are tied up waiting for acknowledgment packets
that never come. Both attacks are serious threats. For example,
in 2000, Yahoo, eBay and Amazon were brought down for hours
by a bandwidth DoS attack [1] while Microsoft was the target of
a serious SYN DoS attack [2].

While both types of DoS attacks can now be perpetrated by
relatively unsophisticated attackers because of the prevalence
of tools such as Tribal Flood Network (TFN), TFN2K, Trinoo,
and Stacheldraft [1], SYN attacks are still relatively easier to
perform because they require significantly less resources than
bandwidth attacks. In Section V, simulations show that a paltry
attack rate of 20 spoofed SYN packets per second would effec-
tively exhaust the available slots in the TCP listening queue after
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Fig. 1. Proposed SAR Deployment on the Internet

a few minutes. This is a well known problem arising from the
asymmetric nature of TCP’s 3-way handshake, limited listening
resources, a timeout value of several tens of seconds before an
unresponsive connection request is dropped, and the inability to
authenticate the SYN initiator. To initiate a bandwidth attack,
likely, an attacker would have to gain illicit control of a large
number of machines. On the other hand, an attacker only needs
control of one machine to effectively carry out a SYN attack.

The goal of our work is to increase the difficulty of carrying
out SYN attacks by increasing the amount of resources required
for such attacks. Specifically, we propose that ISPs collaborate
to prevent unreachable addresses from being used in SYN at-
tacks. To do this, each participating ISP must deploy passive
responders, called SAR systems, at the edges of its network as
shown in Figure 1. Each responder protects specific ranges of
IP addresses by keeping track of TCP three-way handshakes ini-
tiated by hosts in those ranges. Then, if it sees a SYN ACK
packet destined for some host that did not previously send a
SYN packet, it immediately responds with a RST packet. In this
way, SYN packets with spoofed unreachable source addresses
can no longer occupy slots in a victim’s TCP listening queue for
the full timeout period.

A network of SARs can be incrementally deployed; the in-
cremental deployment of SARs has several benefits. First, as
networks become protected by SARs, unreachable IP addresses
that can be used to perpetrate SYN DoS attacks will become in-
creasingly scarce, making it harder for attackers to find needed
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addresses for these attacks. This benefits the Internet as a whole.
Second, ISPs and Internet service providers can build trust rela-
tionships based on the deployment of SARs. When an Internet
service comes under a SYN DoS attack, it accepts connections
only from networks that are known to have deployed SARs. Un-
til recently, it has been considered that the protection of Inter-
net services from DoS attacks is only of concerns to the service
provider or the local ISP of the service provider. However, pro-
viding 24x7 connectivity to Internet services has become criti-
cal to both ISPs and Internet service providers because users are
demanding uninterrupted service. Thus, we believe that there’s
significant incentive for ISPs to deploy SARs, which represent
a very small amount of resources. To support incremental de-
ployment of SARs, we describe an adaptive filtering mechanism
for identifying SYN packets from specific protected networks in
Section III.

Defending against SYN DoS attack is an active field of re-
search. A number of defenses such as adjusting the timeout val-
ues for SYN/ACK packets, firewall-based approaches, Berke-
ley/Linux/Reset cookies, and random dropping of SYN packets
have been proposed [3], [4]. Our approach is complementary
to many of these other approaches in that a combined approach
can be used to tolerate higher rates of SYN flooding. An advan-
tage of our approach is that it does not change the semantics of
the TCP three-way handshaking protocol; in contrast, all of the
approaches listed above except the firewall-based ones change
the semantics of the handshaking protocol such that legitimate
clients may not be able to get appropriate services [5], [3], [6].

More recently, several researchers have proposed IP traceback
algorithms based on probabilistic marking for determining the
sources of a DoS attack [5], [1], [7]. While these algorithms
promise a solution to finding the sources of DoS attacks (and so
a way to shut down these attacks), they leave a large window
of vulnerability for SYN attacks. This is because these algo-
rithms rely on receiving large numbers of packets for traceback
but SYN attacks can be performed effectively with relatively low
packet rates. For example, the Advanced marking scheme [1]
requires at least 2000 packets to trace back an attacker which
is 10 hops away from a victim. If a SYN attack is launched
from 20 locations and each attacker only generate 100 spoofed
SYN packet per minute, the victim would have to wait for at
least 20 minutes before pinpointing the sources. If the SYN at-
tack was launched from 200 sites, the victim would have to wait
for 200 minutes. 20 minutes is a long interruption for an Inter-
net service. Further, this time only accounts for identifying the
attack sources. Stopping the attack may also take time since it
requires cross administrative domain coordination. Thus, even if
these algorithms fulfill their promise (which may take some time
since they require modifications to core routers), we still need
an efficient mechanism to mitigate the damage caused by SYN
flooding while the attackers are being identified and stopped.

The remainder of the paper is organized as follows. In Sec-
tions II and III, we describe our defense mechanisms in detail.
In Section IV, we introduce an analytical model to show the
critical parameters that affect the effectiveness of our defense.
In Section V, we evaluate the effectiveness of our defense us-
ing simulation. In Section VI, we discuss related work. Finally,
Section VII concludes the paper.
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Fig. 2. How a SAR system can help defend against SYN DoS attacks

II. SAR: DEFENDING AGAINST THE USE OF
UNREACHABLE IP ADDRESSES IN SYN DOS ATTACKS

The crux of our proposed defense against SYN DoS attacks
is the observation that it is possible to use the RST option of
TCP 3-way handshakes to make every IP address seem reach-
able/active with respect to connection requests. In our scheme,
ISPs and Internet providers can collaborate to build “trust rela-
tionships.” Participating ISPs agree to deploy responder hosts,
which we will call SYN/ACK Responders (SAR), that will gen-
erate RST packets whenever they suspect that an unreachable
local IP address is used as a spoofed source IP address by some
attacker. When under SYN DoS attack, an Internet service can
then block all SYN packets except those coming from ISPs that
have agreed to deploy SARs. This allows a victim service to
at least provide continuous services to the clients served by co-
operating ISP networks. In this section, we describe the SAR
in detail. In the next section, we show how a server can filter
out and accept only SYN packets from collaborating ISPs when
under SYN DoS attack.

A. SAR Functionalities

A SAR is comprised of three major components: a packet
sniffing engine, a spoofed packet generator, and a TCP 3-way
handshake analysis/trace module. SAR systems are designed to
be installed near every Ingress/Egress router of an ISP (as previ-
ously shown in Figure 1). A SAR uses packet sniffing to moni-
tor all outgoing TCP SYN packets and all incoming SYN/ACK
packets. On receiving a SYN/ACK packet, it checks to see
whether a corresponding SYN packet was previously sent. If
a matching SYN packet is not found, the SAR generates an
RST packet and sends it to the victimized server which sent the
SYN/ACK packet as shown in Figure 2. The source IP address
and port number of the generated RST packet are spoofed such
that they are same as the destination address and port number
of the monitored SYN/ACK packet, respectively. The sequence
number of the packet will be the same as the ACK sequence
number of the SYN/ACK packet. The spoofed source IP ad-
dress, port number, and sequence number ensure that the re-
ceived RST packet is recognizable to the victimized server as
a RST packet sent from the real host with the IP address. On
receiving the RST packet, the victimized server can immedi-
ately drop the half-open TCP connection, which should be much
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faster than the default timeout period.
The following example shows how a SAR system at AS3 in

Figure 2 nullifies SYN DoS attacks launched from an attacker
at AS1. SYN requests are sent from an attacking host (Z) at
AS1, with a spoofed source address (Z’) that is currently un-
reachable [8] at AS3 but protected by a SAR system, to some
valid TCP port of the target (for example, port 80).
(1) Z -----SYN-----> A

Z -----SYN-----> A
Z -----SYN-----> A
Z -----SYN-----> A
Z -----SYN-----> A
Z -----SYN-----> A

(2) Z' <---SYN/ACK--- A
Z' <---SYN/ACK--- A

.......

Since the SAR did not observe outgoing SYN packets from
Z’ (assuming that Z and Z’ are not on the same edge network),
it will send RST packets as if Z’ was reachable.
(3) [SAR] <---SYN/ACK---- A

[SAR] ---->RST------> A

Note that SAR works regardless of whether Z’ is reachable
or not. Since SAR only sniffs packets, it never modifies or re-
move packets from the network. If Z’ was reachable, then A
would receive redundant RST packets that it just throws away.
To remove this redundancy and reduce the load on SARs, it is
possible to change the SAR’s algorithm to only check whether a
given local IP address is reachable/active by monitoring all out-
going packets. If a SAR notices a packet which was generated
by local host X within a predefined timeout value, it assumes
that any SYN/ACK packet destined to X will be serviced by X.
It is not necessary to try to match every outgoing SYN and in-
coming SYN/ACK packets in this modified algorithm.

Note that a network of SAR servers cannot completely block
TCP SYN flooding attacks because TCP listening queue is a
limited resource and an illegitimate SYN packet can still oc-
cupy a slot of the TCP listening queue until the corresponding
RST packet arrives from a SAR. However, what this scheme
effectively does is to require attackers to significantly increase
the amount of resources at their disposal such that the degree of
difficulty to launch a SYN attack is elevated toward the one to
launch a bandwidth DoS attack. We have already argued that
this is more difficult to do since it requires access to more re-
sources (client machines) for the actual attack.

B. Relationship between the locations of an attacker and an un-
reachable host

We can imagine the undesirable situation that an attacking
host (Z) and a spoofed source address (Z’) are behind a SAR.
Since the SAR monitors both a SYN packet and a correspond-
ing SYN/ACK packet with the same spoofed address (Z’) in that
situation, it will not able to generate a RST packet to nullify
the SYN attack. Considering the fact that attackers are desper-
ate to hide their original launching locations by spoofing their
IP addresses, it is highly probable that most of the spoofed IP
addresses belong to other ISPs or ASes. It is true that without
spoofing source IP addresses at all, an attacker can launch a SYN

attack successfully by taking the higher risk of being detected.
Similarly, an attacker is able to choose the various spoofed ad-
dresses which belong to his/her neighbor hosts in same ISP or
AS. However, we believe that these behaviors are relatively rare
since known IP traceback mechanisms within an single ISP or
AS can easily pin down the source of the attackers.

We can mitigate the drawback with the help of existing DoS
prevention mechanisms. First, by enforcing fine-grained Egress
filterings in every router within an ISP or an AS, we can block
packets to the outside that have source addresse from outside the
internal network[4]. Also, it will have the effect of decreasing
the search space to pin down a SYN attacker because it will
force attackers to pick only limited number of local IP addresses.
Secondly, The SAR can be extended to monitor the third packet,
i.e. ACK packet, in every TCP 3-way handshake. Whenever a
SAR cannot monitor ACK packet within a reasonable amount of
time after it have seen the corresponding SYN and SYN/ACK
packets, it checks whether the source IP address of the SYN
packet is really reachable. If the IP address is found out to be
unreachable, it will log or notify the event such that IP traceback
procedure can be initiated.

C. Coordination of SAR systems within an ISP

One of the technical hurdles to implementing/deploying
SARs arises from the possibility that packets belonging to
a single handshake might take different paths. This would
cause a SAR to miss one of the control packet (either SYN or
SYN/ACK) and so may generate spurious RST packets or not
generate RST packets when they are needed. Since SARs are
deployed at edge routers, however, such an asymmetry would
require that outgoing packets from an edge network traverses a
different link than incoming packets to that edge network. While
there’s no statistics that we know whether such asymmetry ex-
ist1, we believe that it should be extremely rare.

In the case that there is such an asymmetry, then it is probably
important for SARs to monitor which IP addresses are reachable
(and which not) instead of monitoring every 3-way handshake;
this limits the amount of state that must be kept and communi-
cated. Then, the SARs at the two Ingress/Egress points can ex-
change information with each other so that they can implement
the defense properly.

III. SELECTIVE ACCEPTANCE OF INCOMING SYN
PACKETS WHEN UNDER ATTACK

To support the incremental deployment of SAR systems, it
must be possible for a server to filter SYN packets originating
from sites protected by SARs; these connections requests will
continue to be served when under SYN DoS attack. SYN pack-
ets from sites not protected by SARs will be dropped when un-
der SYN DoS attack.

One possible filtering method is to leverage a local firewall.
When under SYN DoS attack, the administrator of the vic-
tim server can configure a local firewall to only accept incom-
ing SYN packets with source IP addresses belonging to Au-
tonomous Systems (ASes) with working SARs. For example,

�

Paxson has reported on asymmetries in virtual paths but this refers to asym-
metry inside the network, not at the Ingress/Egress connection of an edge net-
work to the Internet [9].
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if an application service provider wants to accept SYN packets
from the AS of Rutgers University, it should configure its fire-
wall by installing three allow rules with the following IP pre-
fixes: 128.6.*.*,165.230.*.*, and 192.76.178.* [10].

While filtering using a firewall is extremely simple (and lever-
age resources that are probably already there), a single firewall
may not be able to handle the filtering load as the number of co-
operating ASes increases. In the worst case, the firewall might
have to have databases with around 55,000 prefixes which are
available on the Internet today. It is known that today typical
firewalls may specify only a few hundred rules [11].

A second approach to filtering in case the firewall-based ap-
proach is not adequate is to use one of the well-known algo-
rithms for one-dimensional classification of IP packets. Since
our filtering rules are only checking source IP addresses, it can
easily be mapped to one-dimensional classification of IP pack-
ets. The best known performance bounds for the IP Lookup
problem are compared in [11]. One of them proposed by
V.Srinivasan [12] uses a technique called controlled prefix ex-
pansion that is based on dynamic programming to improve
the speed of the IP lookup. According to their experiments,
with 1MB of L2 cache and 300 MHz Pentium II running Win-
dows NT, the IP lookup with 38,000 prefixes can be done in a
worst case search time of 181nsec. This figure is equivalent to
5,524,861 packets/second, which is more than fast enough for
our filtering purposes.

Finally, when under massive SYN attacks so that a server’s
TCP listening resources are overwhelmed even with the help of
SARs, the server can escalate to stronger defenses. Two possi-
ble approaches include: (a) use random dropping of incomplete
connection requests from the listening queue, and (b) only ac-
cept connections from clients that have successfully completed a
connection request recently. This latter approach is particularly
useful for web servers, for example. Since most clients do not
yet use persistent HTTP, clients that have recently connected to
get information will likely connect again in the near future. This
latter approach is similar that of [6], which maintains authenti-
cated IP addresses in RESET cookies for web servers.

IV. ANALYTICAL MODEL

In this section, we introduce a simple analytical model for
studying SYN attacks. We use this model to explore the ex-
pected impact of having a SAR defense and to identifying criti-
cal parameters for our simulation study.

We begin by deriving relations that determine the length of a
victim’s listening queue if it is to be able to accept connections
from legitimated clients when under SYN DoS attack. The fol-
lowing are parameters which will affect the required length of
the listening queue:
��� : Average roundtrip time between legitimate clients and a
destination server.�������	��
 : Average arrival rate of legitimate SYN packets.���
��� 
 : Average arrival rate of spoofed SYN packets.��� : Default timeout value for connection establishments in a
server-side.��� : Average roundtrip time between a SAR system and a vic-
timized server.

��������� : Required minimal length of a TCP listening queue to
avoid dropping of any legitimate SYN packet.�������! "�$#&%(' ���	��
 : The average dropping rate of legitimate in-
coming SYN packets.��)
��*&+-, : The average dropping probability of packets at the
routers between a victimized server and SAR systems due to
network congestions.

To study the effects of SYN attacks and a SAR defense, we
consider three cases:)
.$/10�2 : When it can be assumed that there is no SYN at-
tacks and every source IP addresses used in the SYN packets is
reachable)
.$/1043 : When there are some SYN attacks and the timeout
method is the only mechanism to turn off illegitimate incomplete
connection states)
.$/1065 : When there are some SYN attacks and the spoofed
source IP addresses can be covered eventually by SAR systems

According to the classification, we could calculate the re-
quired minimal length of each TCP listening queue to avoid any
dropping of legitimate SYN packet as follows:7989:<;>=

: ?1@9ACB�D�EGFIHJHJK!L7989:<;NM
: ?1@9ACB�D�EGFIHJHJK!LPO�ERQTS!KVU7989:<;NW : ?1@9ACB�D�E FIHJHJK LPO 79X>Y[Z<\ E QTS!K U�O�] =9^_79X>Y[Z<\a` E QbS!K�c

If we assume )
�d*&+-, is 0, )
.$/1065 simplifies to �6���C�fe
� �!����
 �4gh�
��� 
 � ( )
.�/1045ji ). In this equation, it can be seen that� ����� is linear to � . � is usually set as 75 seconds and � varies
depending on the roundtrip time between a victimized server
and SAR systems, which is relying on the hop count and the
link propagation delay etc. It should be noticed that � is much
smaller than � and also � is usually hundreds of miliseconds and
at most 1 or 2 second. That is, �4���C� with support from a SAR
can be set as much smaller than the one without any support
from a SAR.

Another interesting fact is the effectiveness of increasing the
length of a listening queue. The increment of the length by k will
raise the tolerable attack rate by kjl � and kjl � for )
.�/10_3 and)
.�/m065ji respectively. Since we know that � is around 75 sec-
onds for BSD systems and � can be usually less than 1 seconds,
the effectiveness of increasing the size of the listening queue
with support from a SAR is about 75 times better than the one
without any support from a SAR.

Finally, suppose that we deployed multiple SARs over par-
ticipating ISPs and an attacker picks up spoofed IP addresses,
only some of which belong to the participating ISPs. We can
have the following equation for this general case: �_���C�neo �p�bq ���	��
r�-�sg o �Vt	q ���	��
r�stNg o �p�bq �T� 
p�u�vg o ��t	q ��� 
w� . When fourth
term

o � t	q ��� 
 � dominates the right side of the equation and the
calculated � ���C� is larger than some threshold (e.g. due to mem-
ory limitation), we will only allow incoming SYN packets of
which source addresses belong to participating ISPs. Though
this filtering scheme has the drawback to deny services to legiti-
mate clients of which ISPs are not providing SARs, this scheme
at least guarantees the adaptive protection for the legitimate
clients in participating ISPs. �6�����Pe o �$�xq �����	
r�-�[gyg o �p�bq ��� 
V�u�
will be the resulting equation for the filtering scheme. As an
advanced adaptive scheme, we also might consider the level of
filtering based on the roundtrip time between a SAR and a vic-
tim whenever we are trying to leverage the level of filtering level
since the roundtrip time determines the effectiveness of a SAR.



5

TABLE I
DEFAULT SIMULATION PARAMETERS

Simulation parameter Value
Packet Size 40 bytes
Victim-to-attacker link bandwidth 10Mbps
Victim-to-attacker link propagation delay 50 msec
Victim-to-SAR link bandwith 10 Mbps
Victim-to-SAR link propagation delay 50 msec
Number of spoofed IP source addresses 2000
Number of nodes generating SYN packets 10
Length of TCP listening queue 512

V. SIMULATION EXPERIMENTS

In this section, we assess the effectiveness of a SAR-based de-
fense using simulation. We use the Berkeley/LBNL/VINT ns-2
simulator [13] as the base simulation system; we extended ns-2
to simulate the details of TCP 3-way handshakes2. All experi-
ments were run for 300 seconds. Table I gives default parame-
ters that were used in all experiments unless otherwise noted.

A. Assessing the Effectiveness of SARs

We begin by exploring a SAR’s ability to prevent the exhaus-
tion of a server’s TCP listening resources when the server is un-
der SYN DoS attack. Figure 3 shows our simulated network
topology. Since we are not trying to trace back the location
of each attacker and the attackers will not receive any packet
from the victimized server (remember that the attackers are us-
ing spoofed IP source addresses), the network topology between
the attackers and the victim is not an important factor. In fact,
from Section IV, we can see that only the aggregated arrival
rate of spoofed SYN packets is of interest. Likewise, the exact
topology between the SAR systems and the victim does not mat-
ter; rather, the critical parameters include the roundtrip time be-
tween the victim and a SAR system, the end-to-end bandwidth,
and the average packet dropping rate along the end-to-end path
due to network congestion. Thus, instead of generating a com-
plex set of topology, we use the simple topology in Figure 3.
To accurately simulate a SYN attack, we randomize the falsified
source IP addresses of each SYN packet.

In the first experiment, a victimized server is flooded with
spoofed SYN packets at the rate of 20 packets per second. Fig-
ure 4 shows the number of slots available in the victim’s TCP
listening queue (a) when there’s no SAR defense and (b) when
the unreachable IP addresses are protected by a SAR system.
Observe that the SYN attack does not impact the victim in the
presence of a SAR whereas, without help from the SAR sys-
tem, the victim’s TCP listening resources quickly runs out—the
number of available slots drops to 0 in less than half of a minute.
Even if the server doubles the number of listening slots to 1024,
the number of available slots drops to 0 in about one minute. Ev-
ery 75 seconds, it is possible to observe a positive spike in the
number of available slots. These spikes correspond to the release
of slots at the expiration of a connection timeout. The magnitude

�

this extension is available on the Rutgers PANIC Laboratory web server:
http://dark-panic.rutgers.edu/Research/DoS/.
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Fig. 3. Network topology used to assess a SAR’s effectiveness in preserving
TCP listening resources for legitimate clients when under a SYN DoS attack.

of these spikes decrease with time, however, and eventually, the
number of available slots reaches a steady state of 0.

In the above experiment, we use the standard timeout value
of 75 seconds for removing a half-open TCP connection. It has
been proposed previously that this timeout value should be re-
duced in order to better tolerate SYN DoS attacks [4]. To test
the feasibility of this approach, we reran the experiment with a
reduced timeout value of 25 seconds. Figure 5 shows the results;
while the victim can now tolerate an attack of 20 SYNs/second,
a moderate increase in the attack rate to 40 SYNs/second easily
exhausts the victim’s listening resources in less than 30 seconds.
This result shows that the adjustment of the timeout value adds
very little resiliency to SYN DoS attacks.

In Figure 6, we plot the average and minimum number of
available slots in the victim’s TCP listening queue when un-
der attack rates between 20 and 20,000 SYNs/second. Spoofed
IP addresses are protected by a SAR. Roundtrip time between
the SAR and victim is 100ms. Each experiment was run for
300 seconds. With 512 slots, a victim can tolerate attacks
of up to approximately 6000 SYNs/second. With 1024 slots,
a victim can tolerate attacks of up to approximately 20,000
SYNs/second. This latter translates to 6.4 Mb/second, which
is a fairly large amount of bandwidth. Although we do not plot
the number of available slots vs time for these attack rates be-
cause of space constraints, these graphs show that the system
has reached steady state after 300 seconds and the number of
available slots shown in Figure 6 is not a transient value that
may drop lower as the attack continues.

Finally, in Figure 7, we study the effect of “distance” between
a SAR system and the victim. In this figure, we plot the aver-
age number of available slots against roundtrip time between
the SAR and the victim. As expected, the results show that
the effectiveness of a SAR system decreases as the roundtrip
time between it and the victim increases. However, even a rela-
tively large roundtrip time is much smaller than the connection
timeout, which will likely remain in the range of tens of sec-
onds. What our results do suggest is that intermediate aggrega-
tion SARs, if they could be designed and built, may increase the
resiliency of a SAR-based defense to much higher rates of SYN
DoS attack.
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Fig. 4. Available slots in the victim’s TCP listening queue (a) without support of SARs, and (b) with support of SARs. The roundtrip time between the victim and
SAR is set to 100ms.
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Fig. 5. Effect of smaller timeout values to available slots in TCP listening queue
without support of SAR systems
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Fig. 6. Average and minimum number of available slots in the victim’s TCP
listening queue vs. attack rates from 20 to 20,000 SYNs/second. Spoofed
IP addresses are protected by a SAR. Roundtrip time between the SAR and
victim is 100ms. Each experiment was run for 300 seconds.

VI. RELATED WORK

TCP SYN flooding attacks are made possible by exploiting
the absence of strong authentication on TCP control packets
and the weakness of inappropriately burdensome allocation of
resource on the target side [4]. As specific solutions for SYN
flooding attacks, there have been several efforts to reduce the
anonymity afforded by IP spoofing and to mitigate the resource
exhaustion under SYN flooding attacks. Also, as an indirect
method to block every kind of DoS attacks, several IP traceback
techniques have been proposed to pin down the source of the
spoofed IP packets. In the remainder of this section we describe
previous approaches briefly.

A. Enforcement of Authentication

An obvious approach to eliminate the ability to forge source
addresses is ingress and egress filtering which configure a router
to block packets that arrive/leave with illegitimate source ad-
dresses [14]. User organizations and the border of Internet Ser-
vice Providers (ISP) are most appropriate points to enforce the
ingress/egress filtering because traffic load is low and the own-
ership of IP address is relatively unambiguous. The main draw-
back is that its effectiveness depends on the widespread deploy-
ment, which is not achieved because of many reasons such as
the administrative burden, potential router overhead, and com-
plication with Mobile IP [5]. One more important aspect that
deters the wide deployment of the egress filtering is that an ISP
cannot get any direct benefit from the deployment which is con-
sidered beneficial only to other ISPs. Unless the egress filtering
is deployed over the entire Internet, the doors to spoof source IP
addresses would be still open to attackers. However,as described
previously if egress filtering is combined with SAR within an
ISP or AS, it can elevate the resiliency of application servers on
the Internet to SYN DoS attacks though SARs or egress filtering
are not fully deployed.

B. Mitigation of Resource Exhaustion in end systems

To defend against the exhaustion of resources in the systems
under attack, an obvious approach is to increase the number of
resources devoted to half-open TCP connections, and to reduce
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Fig. 7. Average number of available slots over a 300 second simulation run vs. roundtrip time between the SAR and the victim when the victim has (a) 512 slots,
and (b) 1024 slots in its listening queue.

the timeouts. Specifically, a system can be configured more to be
more resilient to SYN flooding by reducing the timeout period
from the default to a shorter time and by significantly increasing
the length of the TCP listening queue from the default [4]. As
already discussed, these two measures are fully compatible with
a SAR defense; in fact, Section IV shows that these measures
are much more effective in the presence of SARs than in the
absence.

Several more sophisticated approaches for preserving listen-
ing resources at the victim have been proposed. However, these
approaches require the modification of semantics of TCP 3-way
handshakes in server’s side. The main idea is to defer the re-
source allocation for a TCP connection until the requested client
is authenticated. One such approach, called SYNACK cookie, re-
moves the requirement of a TCP server to store a sequence num-
ber before the connection is established by using one-way hash
function. The sequence number, and the source and destination
IP addresses of the incoming SYN packets are combined with a
secret number and they are applied to an one-way hash function.
The result of the hash function, called SYNACK cookie, is used
as the sequence number of the SYNACK packet and no state is
kept for this connection attempt. Since no state information is
kept in the server-side, no memory resource is required but the
source can be authenticated by comparing the sequence num-
ber of the ACK packet with the recalculated hash value when
it is delivered from the source [15]. The biggest problem is
that it breaks TCP semantics by not letting the server retrans-
mit SYNACKS in case of packet loss [3], [6]. Also, it hinders
the measurements of the initial round trip time and the incoming
maximum segment size.

Another interesting mechanism suggested by Shenk [6],
called Reset cookie, enforces the establishment of security asso-
ciations with clients before connection requests are processed.
The basic idea is to use bad SYNACKs to probe for a security
association with a remote machine, and use the reset as a ver-
ification of the remote machine’s existence. In this approach a
cache of addresses that have known security associations is kept,
and the probes are only sent for incoming connection requests
for addresses that are not in the cache. When a SYN packet is re-

ceived by a server, the server first checks if there is a established
security association. If the security association exists, the SYN
packet is processed normally; Otherwise, the server triggers the
mechanism to create a security association and simply drops the
received SYN packet. However, a major drawback is that it in-
creases the first connection setup time significantly which might
be a big problem especially for commercial websites.

Under SYN flooding attacks, random dropping of SYN pack-
ets has been considered as a brute-force admission control to
preserve the resources of an end system. Ricciulli [3] extended
the previous random drop approaches by installing early drop
filters and notifying the corresponding clients with RST pack-
ets. If the dropped entry was previously generated by the at-
tacker, the RST is simply lost in the network. If the dropped en-
try was from a legitimate client, the RST will cause the client’s
first attempt to communicate with the server to fail. In most of
the client applications, the connection failure will be reported to
application-layer such that the application will try another con-
nection attempt. Since it has the obvious drawback to deny con-
nection establishment to a legitimate client occasionally, it is
expected to used as a secondary remedy. Also, a server can use
random dropping in combination with a SAR defense to increase
its resiliency to SYN DoS attacks.

C. Local Firewall-based resource protection

Sometimes it is difficult or almost impossible to change the
TCP/IP stack of each local end system. Local firewall-based ap-
proaches address this problem by putting some intelligence on
firewalls to increase protection against the DoS attacks. There
are two kinds of proposed mechanisms to utilize the firewall as a
defender against SYN flooding attacks. One is firewall as a relay
and the other is firewall as a semi-transparent gateway. Check
Point Inc. provides the two local firewall-based approaches,
called SYNDefender Relay and SYNDefender Gateway respec-
tively [8]. Also, Cisco’s TCP intercept is an implementation of
firewall as a relay on router itself [16]. In the first approach,
the firewall takes care initial TCP 3-way handshakes and the
end system is contacted only after the handshake is successfully
completed. The assumption of this approach is that the firewall
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itself is not vulnerable to SYN flooding. The obvious advantage
is that the destination host never receives spoofed SYN pack-
ets. The drawback of this approach is that it introduces new de-
lays for legitimate connection attempts. In the second approach
called firewall as a semi-transparent gateway, the firewall lets
SYN and ACK packets go through, but monitors the TCP con-
trol packets and reacts to them.When the host responds with a
SYN/ACK packet, the firewall forwards it, but responds to the
monitored traffic by generating and sending an ACK packet that
seems to come from the client. This will move the connection
out of the listening queue in the host, such that free the resources
that were allocated for the half-open TCP connections [4]. The
drawback of this approach is that it still allows a large number
of illegitimate open connections at the destination if it is under
attack and it might induce TCP connection failure for legitimate
clients which experience long end-to-end delays. There is an-
other similar mechanism called active monitoring proposed by
Schuba [4]. In this approach, according to the user-definable pa-
rameters, the program monitors the local network for SYN pack-
ets that are not acknowledged after a certain period of time, and
frees the allocated resources by sending matching RST pack-
ets. However, it also has the obvious drawback to induce con-
nection timeouts for legitimate clients. The local firewall-based
schemes are also good candidate that our SAR scheme can ef-
fectively mitigate required resource consumption under SYN at-
tacks. Working combined with SARs, the firewall can elevate its
level of protection against SYN attacks significantly because the
SARs free the resources occupied by illegitimate SYN packets
very rapidly.

D. IP traceback

Source identification, also called IP traceback, has been in-
vestigated for a long time to trace back the source of spoofed
packets. The link testing approach, such as input debugging and
controlled flooding, does not require the modification of routers.
Basically, these techniques start from the router closest at the
victim and interactively test its upstream routers hop-by-hop un-
til the originating host is reached [5]. The drawbacks of the link
testing include considerable management overhead, slow trace-
back performance, lack of post-mortem traceback, and inability
to trace distributed DoS attacks [17]. In ICMP message scheme,
when a router forwards packets, it generates a traceback mes-
sage that is sent along to the destination with a low probabil-
ity. Once enough traceback messages are gathered from enough
routes along the path, the traffic source and path can be deter-
mined [18]. The obvious drawback of this approach is that it
incurs the traffic overhead due to extra messaging packets and it
needs the modification to get the support from routers. The other
approach called probabilistic marking scheme also requires the
modification of core and border routers. It was first proposed
by Savage et al. [5] and an advanced and authenticated mark-
ing scheme which is more tolerable to distributed denial service
attacks and forged marking field was suggested by Song et al.
[1]. The marking scheme works by enforcing each router to en-
code the path into the ID field of IP packet probabilistically such
that the path information can be decoded by a recipient. Though
the probabilistic marking schemes for IP traceback seems to be
quite promising, we have to wait for their global deployment on

every router, which might not be accomplished in near future.
The newly emerging patterns such as Distributed DoS and hier-
archical commanding structure might hinder the effective pro-
cessing of marked packets. Henceforth, still we need effective
ways to mitigate each type of DoS attacks.

VII. CONCLUSIONS

We have described a new approach for defending against SYN
DoS attacks that uses a network of responders called SARs.
When deployed, each SAR is responsible for ensuring that IP
addresses within some given range cannot be used as spoofed
source addresses for a SYN attack. Whenever a SAR detects
that a local IP address that is currently not reachable is used ille-
gitimately as the source of a TCP connection request, it sends a
RST packet to the victim so that the victim can immediately dis-
card that connection request. This defends against the relatively
long timeout that is used for TCP connection requests, and so
make SYN DoS attacks harder to perpetrate. The strongest ad-
vantages of a SAR-based defense is that it does not change the
semantics of TCP 3-way handshakes in any way and does not
require any changes to Internet routers. Also, the SAR defense
complements other approaches such as random dropping and so
can be used in combination with these other approaches to in-
crease the level of protection possible against SYN DoS attacks.

We have evaluated the effectiveness of a SAR defense using
simulation. Our results show that a SAR system 100ms away
(roundtrip time) from a victim can help it tolerate SYN attacks
of up to 20,000 SYNs/second. This is quite a high rate of attack
as it translate to 6.4 Mb/second. This resiliency in effect in-
creases the resource requirement for a SYN DoS attack, and so
increases the difficulty with which such an attack can be carried
out.

Finally, while a SAR defense is most effective if eventu-
ally deployed by every ISP, even incremental deployment of
SAR systems is quite useful in defending against SYN DoS at-
tacks. In the case of partial deployment, a server may choose
to serve only those clients whose IP addresses are protected by
a SAR when it is under SYN DoS attack. We have described
an efficient way for a server to filter connection requests that it
should accept services will give ISPs incentive to deploy SAR
systems—highly available service is becoming a valuable ser-
vice differentiation for users, who will demand that ISPs and
service providers cooperate to provide for 24x7 services.
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